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SUMMARY:
· Senior AI / GenAI Engineer with 11+ years of experience designing and delivering production-grade machine learning systems, LLM-powered applications, and distributed backend platforms across multiple enterprise domains.
· Built strong expertise in Python engineering, ETL pipelines, and data engineering systems, expanding into full-stack capabilities across backend services, scalable architectures, and enterprise-grade artificial intelligence solutions.
· Proven experience in architecting end-to-end AI systems, covering data ingestion, transformation, feature engineering, model development, deployment, monitoring, and optimization within large-scale production environments.
· Specialized in Generative AI systems, including LLMs, RAG pipelines, vector databases, and semantic retrieval techniques enabling contextual reasoning and enterprise knowledge discovery across structured and unstructured datasets.
· Experienced in building LLM-powered applications using LangChain, LangGraph, Vertex AI, AWS Bedrock, and Claude models, supporting scalable orchestration, multi-model integration, and agentic AI workflows.
· Designed scalable backend architectures using REST APIs, microservices, and event-driven systems, supporting machine learning platforms, real-time data pipelines, and distributed AI workloads across enterprise environments.
· Developed and deployed machine learning and deep learning models using PyTorch, TensorFlow, and scikit-learn, supporting fraud detection, demand forecasting, risk modeling, and clinical decision support applications.
· Engineered scalable data pipelines using PySpark, SQL, and cloud-native tools, enabling efficient processing, transformation, and management of large-scale structured and unstructured datasets across distributed environments.
· Designed optimized data workflows covering ingestion, transformation, and feature engineering, ensuring data quality, consistency, reliability, and readiness for both batch processing systems and real-time analytical pipelines.
· Architected and deployed cloud-native AI platforms across AWS, Azure, and GCP, leveraging containerization, orchestration, and distributed systems for scalable, resilient, and high-performance production workloads.
· Implemented comprehensive MLOps frameworks using MLflow, CI/CD pipelines, and containerized deployments, enabling model versioning, automated releases, monitoring, and lifecycle management across production AI systems.
· Built robust real-time streaming systems using Kafka, Kinesis, and event-driven architectures, enabling low-latency data processing, continuous model inference, and scalable handling of high-volume transactional data pipelines.
· Applied expertise in statistical modeling, experimentation, and feature engineering, enabling rigorous model validation, performance optimization, and generation of actionable insights for data-driven business decision-making processes.
· Designed modular and reusable system architectures using object-oriented programming and distributed design principles, improving scalability, maintainability, extensibility, and reducing technical debt across AI-driven application platforms.
· Hands-on experience with LLMOps, AI Agents, RAG evaluation frameworks, prompt engineering, and cost-efficient deployment strategies for large language models in production enterprise environments.
· Experienced in optimizing LLM performance through latency reduction, cost-efficient inference strategies, and model evaluation techniques, ensuring scalable, reliable, and production-ready deployment of generative AI systems across enterprise environments.

TECHNICAL SKILLS:
	Category
	Skills

	Programming & Software Engineering
	Python, SQL, PySpark, Object-Oriented Programming (OOP), Data Structures & Algorithms, Modular Design, Code Optimisation

	Backend & System Design
	FastAPI, Flask, REST APIs, Microservices Architecture, API Design, Asynchronous Processing, Distributed Systems, Event-Driven Architecture

	Generative AI & LLM Engineering
	Large Language Models (LLMs), Generative AI, Prompt Engineering (Chain-of-Thought, ReAct), Retrieval-Augmented Generation (RAG), LangChain, LangGraph, Agentic AI, Model Context Protocol (MCP), Google Vertex AI, AWS Bedrock, Claude AI, Embeddings, Semantic Search, Vector Databases (Pinecone, FAISS)

	Machine Learning & Deep Learning
	scikit-learn, TensorFlow, PyTorch, XGBoost, Gradient Boosting, Random Forest, Regression, Classification, Clustering, Feature Engineering, Model Evaluation, Predictive Modelling, Statistical Analysis, Ensemble Learning

	Data Engineering & Processing
	ETL/ELT Pipelines, Data Ingestion, Data Transformation, Data Modelling, Schema Design, Data Validation, Data Quality, Pandas, NumPy, Batch Processing, Distributed Data Processing, Feature Engineering Pipelines

	Cloud Platforms
	Amazon Web Services (S3, EMR, Kinesis, EC2, IAM, Bedrock), Microsoft Azure (Azure OpenAI, Azure ML, Data Lake, AKS), Google Cloud Platform (BigQuery, GCS, GKE, Vertex AI)

	Streaming & Real-Time Systems
	Apache Kafka, AWS Kinesis, Event-Driven Architecture, Real-Time Processing, Streaming Pipelines

	MLOps & DevOps
	MLflow, CI/CD Pipelines (GitHub Actions, Jenkins), Docker, Kubernetes (AKS, EKS, GKE), Model Deployment, Model Monitoring, Drift Detection, Git

	Databases & Storage
	PostgreSQL, MySQL, Snowflake, DynamoDB, BigQuery, Vector Databases (Pinecone, FAISS)

	Data Science & Analytics
	Exploratory Data Analysis (EDA), A/B Testing, Forecasting, Time-Series Analysis, Data Visualisation (Tableau, Power BI), Business Intelligence


                                                              
PROFESSIONAL EXPERIENCE
Client: Vatica Health, Alpharetta, GA                				                       Nov 2023 to present                                                                                                 
Role: Sr AI Engineer 
Responsibilities:

· Led development of enterprise-scale GenAI platform using Python, PyTorch, and Azure OpenAI, improving care gap identification accuracy by ~25–30% and reducing manual clinical review effort by ~40%.
· Architected end-to-end AI systems using microservices architecture, RAG pipelines, and event-driven design patterns, enabling seamless integration of intelligent decision support capabilities into complex clinical workflows.
· Designed scalable data pipelines using PySpark, Pandas, and SQL, performing normalisation, de-identification, and advanced feature engineering on large-scale healthcare datasets supporting model training and inference. 
· Built optimised RAG pipelines leveraging Pinecone and FAISS vector DB, enabling semantic search, contextual retrieval, and efficient knowledge discovery across diverse structured and unstructured clinical data sources within enterprise systems.
· Improved LLM reliability using prompt engineering, context enrichment, and hybrid retrieval strategies, significantly enhancing factual grounding and consistency of outputs generated for clinical decision support and downstream healthcare applications.
· Developed and deployed ML models using PyTorch, TensorFlow, and scikit-learn, supporting patient risk modelling, outcome prediction, and large-scale healthcare analytics across processing environments and enterprise data platforms.
· Implemented agentic AI workflows using LangChain, LangGraph, and Model Context Protocol (MCP), enabling multi-step reasoning, tool integration, and dynamic orchestration across complex enterprise healthcare automation systems.
· Optimised LLM inference performance using Chain-of-Thought prompting, ReAct techniques, and structured prompt engineering approaches, improving response, consistency, and latency across production AI-driven healthcare applications.
· Integrated multi-cloud AI platforms, including Google Vertex AI, AWS Bedrock, and Claude models, enabling flexible model selection, performance tuning, and scalable deployment of generative AI workloads across enterprise environments.
· Implemented LLMOps practices including prompt versioning, evaluation pipelines, and monitoring frameworks, ensuring tracking of model performance, cost efficiency, and operational stability across production-grade AI systems.
· Managed data storage systems across Azure Data Lake and PostgreSQL, ensuring schema consistency, data lineage tracking, secure access control mechanisms, and compliance with healthcare data governance and regulatory standards.
· Developed API-driven AI services using FastAPI and REST APIs, exposing model inference capabilities, feature pipelines, and analytical services to downstream clinical applications and enterprise backend integration layers.
· Containerised AI workloads using Docker and deployed on Azure Kubernetes Service (AKS), enabling scalable, fault-tolerant, and highly available infrastructure supporting distributed AI systems and real-time processing requirements.
· Implemented automated CI/CD pipelines using GitHub Actions and Jenkins, streamlining model training, validation, testing, and deployment workflows to ensure reliable and efficient delivery of AI solutions.
· Established robust MLOps frameworks using MLflow and Azure Monitor, enabling model versioning, experiment tracking, monitoring, drift detection, and lifecycle management across production AI environments.
· Collaborated in Agile/Scrum environments with cross-functional teams, including clinicians and product stakeholders, delivering production-grade AI solutions aligned with healthcare business requirements and compliance standards.
· Ensured compliance with HIPAA, GDPR, and CCPA by implementing secure data handling practices, privacy-preserving AI workflows, and strict access control mechanisms across sensitive healthcare systems and datasets.
· Designed modular system architectures using object-oriented programming and distributed system principles, improving scalability, maintainability, extensibility, and reusability across AI services and backend engineering platforms.
· Created comprehensive technical documentation using JIRA and Confluence, documenting system architectures, workflows, and requirements to ensure traceability, knowledge sharing, and alignment across business stakeholders.
Environment: Python, Generative AI, Large Language Models (LLMs), Google Vertex AI, Agentic AI, LangChain, LangGraph, Retrieval-Augmented Generation (RAG), Model Context Protocol (MCP), Embeddings, Vector Search, Prompt Engineering (Chain-of-Thought, ReAct), Pandas, PySpark, MLflow (Model Registry, Experiment Tracking), JIRA, Azure OpenAI Service, Azure Machine Learning, Azure Data Lake, Azure Blob Storage, Azure Kubernetes Service (AKS), Docker, Microservices Architecture, FastAPI, RESTAPIs, CI/CD Pipelines (GitHub Actions, Jenkins), GDPR, Event-Driven Workflows, Agile/Scrum

Client: Capital One, McLean, VA                                                                                                     Jun 2021 – Oct 2023
Role: Applied AI Engineer
Responsibilities: 
· Led development of fraud detection systems using Python, PySpark, and AWS services, improving fraud detection precision and reducing false positives through scalable machine learning models operating on high-volume transaction streams.
· Architected scalable ML platform using event-driven architecture, streaming pipelines, and distributed systems, enabling continuous ingestion and low-latency processing of large financial transaction data across enterprise banking environments.
· Built robust data ingestion pipelines integrating Apache Kafka, AWS Kinesis, REST APIs, and relational databases, enabling seamless ingestion of real-time and batch transaction data for downstream analytics and machine learning workflows.
· Developed scalable data processing pipelines using PySpark, SQL, and AWS EMR, performing aggregation, transformation, and enrichment of large-scale financial datasets to support model training and real-time inference systems.
· Designed and implemented data modeling strategies and feature pipelines, enabling consistent feature generation, optimized schema design, and efficient data access patterns for fraud detection and real-time risk scoring systems.
· Developed advanced machine learning models using scikit-learn, TensorFlow, Spark MLlib, and XGBoost, leveraging ensemble techniques and feature engineering to enhance fraud detection performance across large-scale transaction datasets.
· Applied feature engineering techniques and statistical modeling approaches to identify anomalous transaction patterns, behavioral signals, and risk indicators across high-volume financial data streams within distributed processing environments.
· Optimized model performance using hyperparameter tuning, feature selection, and evaluation techniques, improving model generalization, precision, and recall across evolving fraud detection scenarios and dynamic transaction behaviors.
· Implemented real-time inference pipelines using streaming frameworks and AWS services, enabling continuous transaction scoring with low latency and high throughput across distributed machine learning systems.
· Managed data storage systems across Amazon S3, DynamoDB, and Redshift, ensuring high availability, schema consistency, secure data access, and efficient retrieval of structured and semi-structured financial datasets.
· Built modular ML workflows using Python and scalable design principles, improving code maintainability, reducing system complexity, and enabling reusable components across enterprise machine learning pipelines.
· Containerized ML services using Docker and deployed workloads on AWS EKS, enabling scalable, fault-tolerant infrastructure supporting high-availability production machine learning systems.
· Implemented automated CI/CD pipelines using GitHub Actions and Jenkins, enabling continuous integration, model deployment, and rollback strategies across distributed machine learning workflows.
· Designed and managed AWS infrastructure using EC2, EMR, Kinesis, S3, and IAM, enabling high-throughput, low-latency processing for real-time fraud detection systems in production environments.
· Established observability frameworks using CloudWatch, Prometheus, and Grafana, enabling continuous monitoring of system performance, model behavior, and anomaly detection across production pipelines.
· Designed model governance frameworks including versioning, audit tracking, and compliance checks, ensuring traceability, reproducibility, and adherence to financial regulatory requirements across ML lifecycle management.
Environment: Python, PySpark, SQL, Pandas, NumPy, scikit-learn, TensorFlow, Spark MLlib, Apache Kafka, AWS Kinesis, Amazon S3, DynamoDB, Redshift, AWS (S3, EMR, EC2, IAM), Docker, Kubernetes (EKS), REST APIs, CI/CD Pipelines (GitHub Actions, Jenkins), CloudWatch, Prometheus, Grafana, Event-Driven Architecture, Streaming Pipelines

Client: State of Maryland, Crownsville, MD                                                                                    Dec 2018 to May 2021
Role: Sr Data Science Engineer
Responsibilities:
· Engineered scalable backend platforms using Python and cloud-native services, supporting secure processing and analytics of large public-sector datasets while improving system reliability and data accessibility across multiple government agencies. 
· Designed distributed system architecture leveraging microservices-based design and event-driven workflows, enabling asynchronous communication, fault-tolerant processing, and efficient coordination across backend services handling high-volume public data workloads. 
· Translated policy-driven requirements into technical solutions by working closely with government stakeholders and analysts, ensuring systems aligned with data governance standards, regulatory compliance, and long-term operational sustainability.
· Built data ingestion pipelines integrating REST APIs, relational databases, and external data sources, supporting continuous intake of structured and semi-structured datasets for analytics and reporting across public-sector platforms. 
· Developed large-scale data transformation workflows using PySpark, Pandas, and SQL, performing cleansing, normalisation, and enrichment to prepare datasets for downstream applications and analytical processing. 
· Managed data storage across Google Cloud Storage and BigQuery, ensuring efficient data organisation, optimised query performance, and consistent access patterns for analytical and operational workloads. 
· Designed data modelling strategies and schema structures supporting structured reporting and analytics, enabling efficient querying and standardised data access across cross-agency data systems.
· Developed RESTful backend services using FastAPI and Flask frameworks, enabling secure data access, service orchestration, and integration across distributed systems supporting public-sector applications. 
· Implemented asynchronous processing and background job execution using event-driven patterns, improving system throughput and enabling efficient handling of large-scale data processing tasks. 
· Applied modular programming practices using object-oriented design principles, improving maintainability, reducing code duplication, and supporting scalable backend service development across multiple systems. 
· Integrated lightweight machine learning models using scikit-learn for forecasting and classification tasks, supporting reporting insights and operational decision-making without introducing heavy ML infrastructure dependencies.
· Containerised backend applications using Docker containers and deployed services on Google Kubernetes Engine (GKE), ensuring scalability, reliability, and consistent runtime environments across cloud infrastructure. 
· Implemented CI/CD pipelines using Git-based workflows and automation tools, enabling continuous integration, deployment, and version control across backend systems and data pipelines. 
· Managed cloud resources using GCP services and infrastructure best practices, ensuring secure access control, efficient resource utilisation, and cost-effective deployment across public-sector environments.

Environment: Python, FastAPI, Flask, PySpark, Pandas, SQL, scikit-learn, REST APIs, Microservices Architecture, Event-Driven Workflows, Google Cloud Platform (GCP), BigQuery, Google Cloud Storage, Docker, Google Kubernetes Engine (GKE), CI/CD Pipelines, Logging & Monitoring Tools

Client: Publix, Lakeland, FL                                                                                                          Dec 2016 to Mar 2019
Role: Data Scientist
Responsibilities:
· Developed data science solutions for retail analytics using Python and statistical modelling techniques, enabling accurate demand forecasting, inventory planning, and improved operational decision-making across multiple store locations and product categories. 
· Designed analytical frameworks supporting sales forecasting, customer behaviour analysis, and pricing optimization, helping business stakeholders understand purchasing patterns, seasonal demand variations, and promotional effectiveness across retail operations.
· Built data ingestion workflows integrating point-of-sale systems, transactional databases, and enterprise data sources, ensuring reliable collection and consolidation of large-scale retail and customer datasets for analytical processing. 
· Developed data transformation pipelines using Pandas, SQL, and PySpark, performing data cleaning, aggregation, and feature engineering to prepare structured datasets for forecasting and modeling tasks. 
· Managed analytical data storage using Snowflake and relational databases, enabling efficient querying, structured data access, and scalable storage of retail datasets supporting analytics and reporting workflows.
· Developed and trained time-series forecasting models using statistical techniques and machine learning algorithms, improving demand prediction accuracy and supporting inventory optimization across diverse product categories. 
· Applied feature engineering techniques and clustering methods to identify customer segments, purchasing behavior trends, and key drivers influencing retail sales performance. 
· Designed and executed A/B testing frameworks to evaluate pricing strategies, promotions, and business initiatives, enabling data-driven decisions and measurable improvements in retail performance. 
· Performed exploratory data analysis and statistical modelling to uncover insights from sales and transactional data, supporting strategic planning and operational improvements across retail business units.
· Developed interactive dashboards using Tableau and Power BI, enabling visualization of sales trends, forecasting outputs, and key performance indicators for business stakeholders and leadership teams. 
· Collaborated with business and operations teams to deliver analytical insights and reporting solutions, supporting data-driven decision-making and improving visibility into retail performance metrics.
Environment: Python, SQL, Pandas, NumPy, scikit-learn, Feature Engineering, Exploratory Data Analysis (EDA), Statistical Analysis, Regression Models, Random Forest, XGBoost, Predictive Modeling, A/B Testing, Hypothesis Testing, Apache Spark, Spark SQL, Spark Job Optimization, Complex SQL Transformations, Apache Airflow (DAG Orchestration), DBT Data Modeling, ETL Pipelines, Data Governance, Tableau, Power BI, Retail Analytics, Agile/Scrum

Client: Biocon, India                                                                                                                        May 2014 to Oct 2016
Role: Python Developer
Responsibilities:
· Developed and maintained data processing systems using Python and SQL, supporting ingestion, transformation, and integration of clinical and laboratory datasets for healthcare reporting and operational use cases. 
· Designed structured data workflows for healthcare reporting systems, enabling consistent processing of clinical data and supporting compliance-driven reporting across pharmaceutical and healthcare environments.
· Built data ingestion pipelines integrating electronic health records, laboratory systems, and relational databases, ensuring reliable acquisition and consolidation of structured healthcare datasets. 
· Developed data transformation workflows using Pandas and SQL, performing cleaning, normalisation, validation, and enrichment of clinical data to improve data quality and usability for reporting systems. 
· Designed and optimised relational data models and schema structures, enabling efficient storage, query performance, and structured access to healthcare datasets across reporting workflows. 
· Managed data storage across relational databases and Snowflake, ensuring structured data organisation, efficient querying, and reliable accessibility of clinical datasets for reporting, compliance workflows, and downstream analytics processes.
· Applied data validation and integrity checks to ensure accuracy, consistency, and reliability of sensitive healthcare datasets used in compliance and reporting systems. 
· Optimised ETL processes using SQL query tuning and indexing strategies, improving performance and ensuring timely availability of data across systems. 
· Supported development of reporting systems and data pipelines by collaborating with analysts and domain experts to translate business requirements into technical data solutions.
· Maintained batch processing workflows and automated data pipelines, ensuring consistent execution and reliable delivery of data across healthcare reporting systems. 
· Documented data workflows, schema definitions, and ETL processes, enabling knowledge transfer, maintainability, and long-term sustainability of data systems.
Environment: SQL, Python, Apache Spark (Databricks), Snowflake, DBT (Data Modelling), ETL/ELT Pipelines, Complex SQL Transformations, Data Quality & Reconciliation, Data Governance, Dimensional Modelling, Relational & Analytical Databases, Banking Transactions Data, Regulatory Reporting Support, Healthcare Data Systems.
EDUCATION:
Vel Tech Rangarajan Dr Sagunthala R&D Institute of Science and Technology                                                          2014         
Bachelor of Technology, Computer Science                                                
